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1 Introduction

In this assignment you will implement code generation for Cool. This assignment is the end of
the line: when completed, you will have a fully functional Cool compiler.

The code generator makes use of the AST constructed in PA3 and static analysis performed
in PA4. Your code generator should produce MIPS assembly code that faithfully implements any
correct Cool program. Note that you do not have to generate code for the CASE expression.
There is no error recovery in code generation—all erroneous Cool programs have been detected
by the front-end phases of the compiler.

As with the static analysis assignment, this assignment has much room for design decisions.
Your program is correct if it generates correct code; how you achieve that goal is up to you. We
will suggest certain conventions that we believe make life easier, but you don’t have to take our
advice. As always, explain and justify your design decisions in the README file. This assignment
is comparable in size and difficulty to the previous programming assignment. Start early!

2 Files and Directories

To get the assignment type

/usr/local/bin/make -f /usr/local/lib/cool/assignments/PA5/Makefile

in a directory named PA5. This command copies a number of files to your directory, some of them
with read-only permission. As usual, you should not modify files that are read-only. Please read
and follow the directions in the README file.

The files that you may need to modify are:

• cgen.cc This file will contain your code generator. We have provided an implementation of
some aspects of code generation; studying this code will help you write the rest of the code
generator. It includes a call to code that will build an inheritance graph from the provided
AST. You can use the provided code or replace it with your own.

• cgen.h This file is the header for the code generator. You may add anything you like to this
file. It provides classes for implementing the inheritance graph. You may replace or modify
them as you wish.
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• cgen supp.cc This file contains general support code for the code generator. You will find
some handy functions here. Modify the file as you see fit, except for the functions byte mode,
ascii mode, and emit string constant.

• emit.h This file contains code generation macros. You may modify this file.

• cool-tree.h cool-tree.handcode.h cool-tree.cc As usual, these files contain the definitions of
classes for AST nodes. You can add field declarations to the classes in cool-tree.h or cool-
tree.handcode.h, but add the definitions of the methods to cgen.cc; cool-tree.cc should not be
modified.

• symtab.h The symbol table manager should be adequate as is for code generation, but you
are free to change it.

• example.cl This file should contain a test program of your own design. Test as many features
of the code generator as you can manage to fit into one file.

• README This file will contain the write-up for your assignment. Each group member should
provide an individual write-up, turned in on paper to the instructor. Each writeup should
state how the work was divided among the group, provide the overall organization and design
of the project and provide a detailed description of the individual portion of the project.
It is critical that you explain design decisions, how your code is structured, and why you
believe your design is a good one (i.e., why it leads to a correct and robust program). It is
part of the assignment to explain things in text as well as to comment your code.

There will be many other files in your directory containing other pieces of the compiler. These
files were described in previous handouts and are listed in the README file. The files we will
collect and use to grade your assignment are the ones listed above; you should not modify any
other files.

Ignore spurious messages emitted by g++ like in previous assignments.

3 Designing and Testing the Code Generator

You will need a working lexer, parser, and semantic analyzer to test your code generator. See the
README file for instructions on how to use either your own components or the components from
coolc. It is wise to test your code generator with the coolc lexer, parser, and semantic analyzer at
least once, because we will grade your code generator using coolc’s version.

See the README file for instructions for compiling and running a compiler with your code
generator. For your convenience, a command line debugging flag -c is included in the skeleton,
which controls the global variable cgen debug.

There are many possible ways to write the code generator. One reasonable strategy is to
perform code generation in two passes. The first pass decides the object layout for each class,
particularly the offset at which each attribute is stored in an object. Using this information, the
second pass recursively walks each feature and generates stack machine code for each expression.
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There are a number of things you must keep in mind while designing your code generator.
First, your code generator must work correctly with the Cool runtime system, which is explained
in the Cool Tour handout. Second, you should have a clear picture of the runtime semantics of
Cool programs. The semantics are described informally in the first part of the Cool Language
Reference, and a precise description of how Cool programs should behave is given in Section 13
of the manual. Third, you should understand the MIPS instruction set. An overview of MIPS
operations is given in the spim documentation, which is on the class Web page. Fourth, you should
decide what invariants your generated code will observe and expect; i.e., what registers will be
saved, which might be overwritten, etc. You may also find it useful to refer to information on code
generation in the lecture notes and the text.

Below is a (possibly incomplete) list of things you need to consider while developing your code
generator.

• Code for Objects: Object layout, method pointers, attribute initialization

• Maintaining activation records during dispatch (must be consistent with MIPS call-sequence
conventions)

• Creating and using temorary variables

• Register use (Must be consistent with MIPS conventions)

• Label managment (symbolic labels or backpatching)

• Interface with garbage collector (see below)

4 Garbage Collection

To receive full credit for this assignment, your code generator must work correctly with the gen-
erational garbage collector in the Cool runtime system. The skeleton cgen.cc contains a function
code select gc that generates code that sets GC options from command line flags. The command
line flags that affect garbage collection are -g, -t, and -T. Garbage collection is disabled by de-
fault; the flag -g enables it. When enabled, the garbage collector not only reclaims memory, but
also verifies that “-1” separates all objects in the heap, thus checking that the program (or the
collector!) has not accidentally overwritten the end of an object. The -t and -T flags are used for
additional testing. With -t the collector performs collections very frequently (on every allocation).
The garbage does not directly use -T; in coolc the -T option causes extra code to be generated
that performs more runtime validity checks. You are free to use (or not use) -T for whatever you
wish.

For your implementation, the simplest way to start is not to use the collector at all (this is the
default). When you decide to use the collector, be sure to carefully review the garbage collection
interface described in the Cool Tour. Ensuring that your code generator correctly works with the
garbage collector in all circumstances is not trivial.
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5 Spim and XSpim

You will find spim and xspim useful for debugging your generated code. xspim works like spim
in that it lets you run MIPS assembly programs. However, it has many features that allow you
to look at the memory, registers, data segment, and code segment of the code. You can also set
breakpoints and single step your program. Look at the documentation for spim/xspim on the class
web page.

Warning: One thing that makes debugging with spim difficult is that spim is an interpreter
for assembly code and not a true assembler. If your code or data definitions refer to undefined
labels, the error shows up only if the executing code actually refers to such a label. Moreover, an
error is reported only for undefined labels that appear in the code section of your program. If you
have constant data definitions that refer to undefined labels, spim won’t tell you anything. It will
just assume the value 0 for such undefined labels.

6 What to Turn in

When you are ready to turn in the assignment, type /usr/local/bin/make turnin in the directory
where you have prepared your assignment. This action will copy the files of the assignment
(cgen.cc, cgen.h, cgen supp.cc, emit.h, cool-tree.cc, cool-tree.h, cool-tree.handcode.h, symtab.h), the
example Cool program (example.cl), and the README, to the instructor’s directory. The last
turnin you do will be the one graded. Each turnin overwrites the previous one.

Recall that in your writeup you need to explain your design decisions, your test cases, and why
you believe your program is correct and robust. Describe which errors you attempt to catch and
how you recover from them. Also document any known bugs in your program.

It is part of the assignment to explain things in text as well as to comment your code. Take
the extra time to clearly and concisely explain your program.
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